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AI coding agents are increasingly used to fix bugs from issue reports, making the bug report the agent’s task
specification. Recent studies found that agents benefit most from code-level information, such as fix locations,
while traditional report components, such as the steps to reproduce, contribute little. However, these studies
focus on developer-written issues for libraries and frameworks. UI-centric bugs present a different setting:
their failures are experienced through the GUI, while end-user reports typically describe what users see and
do rather than where the fault lies in the code. It is therefore unclear which report information helps agents
repair UI-centric bugs.

In this paper, we present the first controlled empirical study of how bug report information affects AI
coding agents repairing UI-centric Android bugs. We extend 50 real bugs from 23 open-source Android apps
with structured reports and GUI information for their causing and manifesting screens, including screen and
component descriptions, screenshots, and UI hierarchies. We derive 17 report configurations that remove
traditional report components, add GUI information, or provide code localization. We run Codex, Claude,
and Qwen three times on every bug and configuration, resulting in 7,650 repair attempts. We analyze repair
success with mixed-effects logistic regression and agent trajectories to measure repair behavior and effort.

Our results show that report information matters, but its effects depend on the information and the agent.
S2Rs have positive estimated effects for all three agents, while the OB is particularly important for Codex
and the expected behavior adds little. Original user reports outperform structured reports, while UI hierarchies
have the strongest positive estimated effect among GUI information. Code localization substantially increases
the estimated odds of success for Claude, but not consistently across agents. Report information also
changes repair effort and behavior, sometimes substantially, even when its effect on final success is limited.
These findings show that useful report information for UI bug repair differs from what prior work found for
library and framework bugs and that no single report configuration benefits all coding agents.
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1 Introduction
Software development is rapidly moving toward agentic workflows [30], in which AI coding agents
receive an issue, explore the repository, modify the code, and propose a patch for developers to
review [10, 58, 64, 66]. In these workflows, the bug report is no longer documentation for human
maintainers only: it becomes the task specification for the agent. The agent relies on the report to
determine what behavior to reproduce, what behavior was expected, where to look in the codebase,
and what code changes to make [15, 16, 37, 43]. The information in the report can therefore impact
both whether an agent fixes a bug and how much work it takes to do so [11, 27, 63].

The role of the bug report is particularly important for UI-centric software such as mobile apps.
Most mobile app bugs are experienced through the GUI: an app crashes after a tap, a screen shows
an incorrect value, or a dialog does not behave as expected [24]. Except for crashes, such failures
rarely provide a stack trace or failing unit test that directly points to the cause [23, 31]. Moreover,
their reports are often written by end users, who describe what they see and do on the screen rather
than what happens in the source code [12, 52, 59]. Yet the bug cause may lie in event handlers, GUI
resources, or application state spread across the codebase [34]. Coding agents must therefore turn
a user-visible symptom into a successful code change from information that may contain little or
no direct reference to the code [34].

Prior work has studied what makes bug reports useful for developers [8, 68]. Three components
are particularly important: the Observed Behavior (OB), which describes the faulty app behavior;
the Expected Behavior (EB), which describes the intended behavior; and the Steps to Reproduce
(S2Rs), which describe the actions to trigger the bug [13, 68]. More recently, researchers have
asked what information coding agents need. Studies based on the SWE-bench benchmark found
that agents benefit most from operational or code-level information, such as fix code locations
and reproduction scripts, while natural language information such as S2Rs contributes relatively
little [11, 27]. However, SWE-bench primarily contains developer-written issues for libraries and
frameworks. Such reports may include stack traces, code snippets, and hints about where the bug
lies. These findings may therefore not transfer to UI bugs reported by end users.
UI-centric bugs also provide another source of potentially useful information: the GUI itself.

Information about the UI screens involved in a bug can include screen and component names,
screenshots, and UI hierarchies that expose component text, types, and resource IDs. Prior work has
used GUI information for tasks such as bug localization, reproduction, and report generation [33,
47, 48]. It is unclear, however, whether coding agents can use these forms of information to repair
UI bugs, which representations are useful, and whether their value lies primarily in increasing
repair success or in helping agents work more efficiently.

In this paper, we present the first controlled empirical study of how bug report information affects
AI coding agents when repairing UI-centric Android bugs. We study three types of information:
traditional report components (OB, EB, and S2Rs), bug-related GUI information (e.g., buggy screen
descriptions and screenshots), and code localization (e.g., buggy code files and methods).
Our study uses 50 UI-centric bugs from 23 open-source Android apps in the DroidFixBench

benchmark [34]. For each bug, we constructed a structured report and reproduced the bug to collect
information about the screen where the bug triggering interaction occurs (the causing screen) and
the screen where the faulty behavior becomes visible (the manifesting screen), i.e., descriptions
of the screen, activity, and bug-related components, plus screenshots and UI hierarchies. Using
these artifacts, we constructed 17 report configurations, including a controlled reference report
containing a title, OB, EB, and S2Rs, and variants that remove traditional report components, add
different forms of GUI information, or provide the files and methods changed by the developer fix
to the bug. We instructed three state-of-the-art agents, namely Codex, Claude, and Qwen,
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to fix every bug under every configuration, repeating each attempt three times, for a total of 7,650
repair attempts. We analyzed repair success using mixed-effects logistic regression and the agents’
trajectories to determine how report information affects both repair outcomes and agent behavior.

Our results show that report information can affect repair success, but the actual bug and agent
have amuch larger influence on outcomes. Bug identity accounts for 51–88% of the variation in repair
outcomes, compared with only 3–4% for report configuration. Still, specific report information
changes the odds of success: S2Rs have positive estimated effects for all three agents, with a
combined OR of 1.63, while the OB has a particularly strong effect for Codex. GUI and code
localization information also change repair outcomes, although their effects are less consistent
across agents. The clearest effects of report information are often on repair effort: code localization
information lets Codex and Claude reach developer-modified files about four times faster
and reduces their median repair cost by 32% and 42%, respectively, while GUI information reduces
effort for some agents and helps Qwen localize the relevant code better. Yet finding the right
code does not guarantee successful repairs: 48% of failed attempts already modify the same method
changed by the developer, and 74% of failed tests fail when checking the expected behavior. We
also find substantial variation across agents and runs: report configurations affect the three agents
differently, and run-to-run variation is particularly high for Qwen.

These findings suggest that there is no single “best” bug report for coding agents fixing UI-centric
Android bugs. Traditional report information remains useful, especially for describing the faulty
behavior to reproduce, but richer reports do not consistently lead to more successful repairs. Instead,
report information often helps agents work more efficiently, while many failures occur after the
agent has already found the relevant code. These findings suggest that successful UI bug repair
involves challenges beyond code localization: agents often reach the relevant code but still fail to
produce the expected behavior.

In summary, this paper makes the following contributions:
• A controlled study of how bug report components, GUI information, and code localization affect
AI coding agents fixing UI-centric bugs, based on 7,650 repair attempts on 50 real Android bugs
using three state-of-the-art coding agents: Codex, Claude, and Qwen.

• We show that the bug and agent influence repair success more than the report, but report infor-
mation still matters. S2Rs improve success across agents, while the OB strongly helps Codex.

• We show that report information often affects how efficiently agents repair bugs rather than
whether they succeed. Our trajectory analysis also shows that many failures occur after agents
have already found the faulty code.

• We extend DroidFixBench with structured reports and GUI information for all 50 bugs, in-
cluding screen, activity, and component descriptions, screenshots, and UI hierarchies for bug
causing and manifesting screens.

• We provide a replication package with the dataset, report configurations, agent trajectories,
generated patches, experiment infrastructure, and analysis scripts [3].

2 Background and Motivation
2.1 Bug Reports for UI-centric Apps
For Android bug reports, Saha et al. [47] proposed a quality model that defines what the observed
behavior (OB), the expected behavior (EB), and the steps to reproduce (S2Rs) should contain. A
high-quality S2R is an atomic GUI interaction, i.e., a single action (e.g., a tap) on a single GUI
component (e.g., the “OK” button). A high-quality OB describes the buggy behavior, the triggering
GUI interaction, and the buggy screen reference (i.e., the screen where the bug is observed), and a
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Can’t edit dates for a
Trip
Reproduction Steps
1. Create Trip
2. Edit Trip
3.Modify date
4. Press Save
5.Observe error

Title: Editing a trip date shows an error
OB: On the Edit Trip screen,
if the user modifies the dates of the trip
so it overlaps with the old trip dates,
the user observes an overlapping trip error
EB: The app should save the updated dates for the trip
S2Rs: 1.Open App […]
11. Click the Edit icon to edit the trip
13. Click a date (e.g., 15 July) to change the ending date
15. Click Done, i.e., the check icon

File: ManageTripFragment.java
128 if ((mDateChanged || !isEditing()) && Logbook.tripExists(getNewTrip())) {
129 AlertUtils.showError(getActivity(), R.string.error_trip_date);
249 mEndDateView = (InputButtonView) view.findViewById(R.id.end_date_view);
File: Logbook.java Method: tripExists()
921- if (trip.overlapsTrip((Trip)object)) buggy condition
922+ Trip tr = (Trip) object; developer fix
923+ if (!trip.getId().equals(tr.getId())

&& trip.overlapsTrip((Trip) object)) {

Original Bug Report Structured Bug Report

Buggy Source Code

Bug-related GUI Information

Caus. screen: The Edit Trip screen
Caus. comp.: The trip start and end date fields
Man. comp.: The overlapping trip error dialog
Man. screen: … screen with the overlapping trip error dialog
Activity (both): …activities.MainActivity

Screen, activity, and component names

<node resource-id="…:id/start_date_view">
<node resource-id="…:id/end_date_view">

Causing screen UI hierarchy (XML)

Screenshots

Fig. 1. Bug #347 of Anglers’ Log: the original and structured reports, the bug-related GUI information, and

the buggy code. The arrows link the report and GUI information to the code.

high-quality EB describes the intended behavior. We call a report whose components follow this
model a structured bug report (see Figure 1).

2.2 GUI Information in Bug Reports
Since the faulty behavior of a UI bug is visible on the screen, information about the app’s GUI
(i.e., GUI information) can help in understanding and localizing the fault at the code level. Two
particular types of screens are most relevant to a bug. The causing screen is the screen on which the
user performs the triggering GUI interaction (e.g., the screen with the button that the user taps),
and the manifesting screen is the screen on which the faulty behavior becomes visible (e.g., an error
dialog or a screen with wrong content). The two screens can be the same, for instance, when a
button does not update the screen that contains it, or they can be different, such as when a toggle
switch set on a prior screen causes a crash on another.
UI screens can be represented in a variety of ways. In our study we explore three representa-

tions. First, the screen, activity, and component names describe the screen, the Android activity that
displays it, and potential GUI component(s) involved in the bug (e.g., “the trip start and end date
fields”). Screen and component names can be expressed in natural language based on the labels
shown on the screen or based on its implemented functionality; activity names can be obtained
from screen metadata. Second, a screenshot shows the visual appearance of the screen in pixels.
Third, the UI hierarchy (i.e., an XML file) represents the structure of the screen, including the type,
text, and resource ID of each component. Resource IDs are particularly relevant for repair, since de-
velopers use the same IDs in the source code to access the components (e.g., R.id.end_date_view).
Screenshots and UI hierarchies can be obtained via the UIAutomator tool [2]. LLM-based agents
that operate apps also commonly read the UI hierarchy, which can be compacted to reduce the
tokens it costs [45]. Prior work has shown the benefit of UI information in bug report management
tasks tasks for UI-centric mobile apps. It has shown to be useful in improving localizing the buggy
screens of a report [48], localizing the buggy code [33], replaying visual bug reports [17], and
generating high-quality reports [47, 52].
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2.3 Motivating Example
Figure 1 shows bug #347 of Anglers’ Log [1], an app for logging fishing trips. The original report
states that the user “can’t edit dates for a Trip” and lists five high-level steps that end with “Observe
error”. For an agent, this report gives little to work with: it does not say which error appears, on
which screen, or under which conditions. The structured report is more precise. Its OB states that,
on the Edit Trip screen, modifying the trip dates so that they overlap with the old dates produces an
overlapping trip error, and its S2Rs describe the exact interactions (e.g., “Click Done, i.e., the check
icon”). Still, both reports describe the bug in terms of the screen, while the agent has to find and
fix code. The bug lies in Logbook.tripExists(), which checks whether a trip overlaps with any
existing trip, including the trip that is being edited. Editing the dates of a trip therefore makes it
overlap with itself, and the developer fixed the bug by skipping the trip’s own ID.

The GUI information of the bug contains clues that connect the report to this code. For example,
the name of the causing screen (“Edit Trip”) partially matches the ManageTripFragment class
and its isEditing() check. The UI hierarchy of the causing screen contains the resource ID
end_date_view, which the same class uses to access the date field that the user modifies. The
manifesting screen shows the error dialog, whose message comes from the string error_trip_date,
which is displayed right after the call to tripExists(). An agent with these clues can move from
the symptom on the screen to the faulty method, without knowing the code location in advance.
With this information, the agent can analyze the code and determine the correct patch for the bug.

3 Study Design
We aim to understand how bug report information affects AI coding agents fixing UI-centric bugs
in Android apps. We examine both repair outcomes and the agents’ repair behavior, focusing on
three types of information: traditional bug report components, bug-related GUI information, and
code localization. With this in mind, we formulate the following research questions (RQs):
• RQ1: How do different bug report components affect the agents’ ability to fix UI bugs?
• RQ2: How do different bug report components affect the agents’ repair behavior and effort?
RQ1 examines how different bug report components affect agents’ ability to fix UI bugs. This

includes traditional report components, such as the OB, EB, and S2Rs, as well as bug-related GUI
information and code localization. Recent studies of library and framework bugs found that some
report components, such as the S2Rs, contribute little to repair success [11, 27], but it is unclear
whether these findings also hold for UI-centric Android bugs. RQ2 examines how report components
affect the agents’ repair behavior and effort, including their code exploration and localization, tool
use and cost, and patch validation.

3.1 Dataset Construction
3.1.1 Bug Dataset. We use and extend DroidFixBench [34], a recent benchmark of real UI-centric
Android bugs designed for automated program repair studies. Unlike earlier benchmarks of real
Android bugs, which target GUI testing [54], it provides the developer fixes and tests needed to
evaluate repairs. It contains 50 bugs from 23 open-source Android apps from different domains
(education, entertainment, health, etc.). The dataset provides the artifacts needed to execute and
evaluate repair attempts on UI-centric bugs, yet it lacks GUI information about the apps and bugs.

For each bug, the benchmark provides: (1) the original user-submitted bug report; (2) a compilable
version of the app immediately before the bug was fixed; (3) the developer patch, including the files,
methods, and lines changed by the fix; and (4) two GUI-level test cases. The first test reproduces
the reported bug and checks its expected behavior, failing on the buggy version and passing on the
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fixed version. The second checks related functionality and passes on both versions. We use both
tests to evaluate generated patches (Section 3.4).
The dataset covers the 4 common types of UI-centric Android bugs [24]: 12 crashes, 25 output

issues, 9 cosmetic issues, and 4 navigation issues. The developer fixes modify 97 methods in 63 Java
files, removing 290 lines and adding 414. Twenty-seven bugs are fixed within one method, while 23
in multiple methods. These characteristics provide variation in both bug type and repair size.

3.1.2 Structured Bug Report Construction. The original user-submitted bug reports vary in content,
completeness, and wording, which makes it difficult to isolate the effect of individual types of
information. We therefore created a structured report for each bug and used it as the basis for the
report controlled configurations in Section 3.2. Each structured report contains a title, observed
behavior (OB), expected behavior (EB), steps to reproduce (S2Rs), and additional information.
We constructed the OB, EB, and S2Rs following the quality model of Saha et al. [47]. Twelve

DroidFixBench bugs are included in their curated dataset, so we reused their OB, EB, and S2Rs.
We constructed these components for the remaining 38 bugs as follows.

S2Rs.We analyzed each bug reproduction test to identify its sequence of actions, then performed
those actions on Pixel 2 emulator running Android 9. This was necessary because the tests often
identify GUI components through code-level selectors rather than the information visible to an end
user. We expressed each step using the template from prior work [47], “[action] [GUI component]”
(e.g., “Tap the ‘More options’ button”).

OB and EB.We obtained the buggy and intended behaviors from the original report and the
bug triggering interaction and buggy screen from the reproduced S2Rs. When a screen had a title
or label indicating its function, we used it to name the screen; otherwise, we assigned a concise
name based on its main function. We then wrote the OB and EB using the templates of Saha et
al. [47], which are based on discourse patterns found in real bug reports [13]. The OB follows the
form “On [buggy screen name], if the user [triggering GUI interaction], [buggy app behavior]” (e.g.,
“On the confirmation dialog, if the user taps the OK button, the app crashes”), while the EB states
the intended behavior using “[subject] should/shouldn’t [intended app behavior]” (e.g., “the app
should save the note instead of crashing”).
Title and Additional Information. For all 50 bugs, we wrote a concise title and relevant

additional bug information, such as device or environment details. The dataset of Saha et al. [47]
does not provide these two components, so we constructed them ourselves. We rewrote the original
title or additional information when it was incomplete, unclear, or difficult to interpret, using the
original report and the structured OB, EB, and S2Rs as references.

3.1.3 Bug-Related GUI Information. For each bug, we collected GUI information for the causing
screen, where the bug triggering interaction occurs, and the manifesting screen, where the faulty
behavior becomes visible. For each screen, we collected the screen name, activity name, bug-related
component information, as well as a screenshot, and its UI hierarchy.

We reproduced all 50 bugs on a Pixel 2 emulator running Android 9. Claude [5] executed the
structured S2Rs, and we video recorded each reproduction. We manually inspected the recordings
and confirmed that all bugs were reproduced as described in the structured reports.

During reproduction, we captured the screenshot, UI hierarchy, and activity name of both screens
using the Android’s UIAutomator tool [2]. The UI hierarchy records the structure and attributes of
the GUI components on the screen (labels, types, and other metadata). We wrote the screen and
component descriptions by inspecting the reproduction video, captured screens, and structured
report. These descriptions summarize the functionality visible to the user, typically using text
shown on the screen (e.g., “The edit trip dialog”).
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Original

User-submitted report, as
filed. What agents receive

in practice.

Structured T OB EB S2R +Info

Curated per the quality model of Saha et al.;
OB names the buggy screen.

Reference T OB EB S2R

Structured minus screen reference and
additional info. Controlled baseline for all

14 variants.

REMOVE 4 variants

Contribution of each component

No-OB T OB EB S2R

No-EB T OB EB S2R

No-S2R T OB EB S2R

Title+OB T OB EB S2R

ADD GUI INFORMATION 9 variants = 3 screens × 3 cumulative layers

Which screen helps, and the added value of each representation

Screen info
screen, activity,

components

+ Screenshot
visual appearance

+ UI hierarchy
XML: types, text, IDs

Causing Caus Caus+Shot Caus+Shot+XML

Manifest. Man Man+Shot Man+Shot+XML

Both Caus+Man Caus+Man+Shot Caus+Man+Shot+XML

ADD CODE LOC. 1

Info only developers have

Localization

+ files & methods
changed by the

developer fix

Point of comparison for
GUI info.

Fig. 2. The 17 bug report configurations. Reference is derived from Structured, and the 14 controlled

variants are derived from Reference by removing traditional components, adding GUI information for the

causing screen, the manifesting screen, or both (each layer adds to the previous one), or adding the code

locations changed by the developer fix.

3.1.4 Validation. Two researchers were involved in the manual construction and validation of
the study artifacts. For each bug, one researcher constructed the structured report, reproduced the
bug, collected its GUI information, and wrote the screen and component descriptions. A second
researcher validated these artifacts against the original report, reproduction test, and observed app
behavior. The researchers discussed disagreements until reaching consensus. The second researcher
agreed with 90.6% of the constructed elements (794 of 876). Agreement was 94.0% for the titles, 89.2%
for the OB, 65.8% for the EB, 90.4% for the S2Rs, 96.0% for the additional information, and 93.0%
and 95.0% for the descriptions of the causing and manifesting screens and their components. The
most common disagreements involved interpreting an information element or the buggy behavior.

3.2 Bug Report Configurations
We constructed 17 report configurations for each bug. A configuration is a complete report containing
a specific combination of components. The configurations let us vary the report information while
keeping certain components fixed.

The study includes three reports used as reference points, four traditional-component variants,
nine GUI-information variants, and one code-localization variant. The Reference configuration is
derived from the structured report, and all controlled variants are derived from Reference. This
design keeps the underlying bug and report wording fixed while changing the information given
to the agent. Figure 2 illustrates the configurations.

3.2.1 Reference and Comparison Reports. Original is the original user-submitted bug report on
the apps’ issue trackers. Structured is the structured report described in Section 3.1.2. Reference
is the controlled baseline for the experimental comparisons.

We derive Reference from Structured by removing the buggy screen reference from the OB
and the additional information. We remove these components because the screen reference overlaps
with the configurations that include GUI information, while additional information varies across
bugs. Thus, Reference contains the title, OB, EB, and S2Rs, but none of the GUI or additional
information. We compare Original and Structured with Reference to measure whether the
controlled reference behaves differently from the other two reports.
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3.2.2 Traditional-Component Variants. No-OB, No-EB, and No-S2R remove the OB, EB, and S2Rs,
respectively, from Reference. Each configuration isolates the effect of removing one traditional
component. Title+OB retains only the title and OB (i.e., without the EB or S2Rs), providing a
minimal report describing the bug. These configurations test whether the traditional components
help agents repair UI bugs.

3.2.3 GUI-Information Variants. The GUI-information configurations add the GUI-related arti-
facts collected in Section 3.1.3 to Reference. They vary by which screen is included and by the
information provided for that screen.
We provide information about the causing screen (Caus), manifesting screen (Man), or both

(Caus+Man). This lets us distinguish information about where the triggering interaction occurs
from information about where the faulty behavior becomes visible. For each included screen, the
first level of GUI information provides its screen name, activity name, and bug-related component
information (the GUI component interacted with or where the bug manifests). For brevity, we refer
to these three fields together as screen information. We then add the screenshot (e.g., Caus+Shot)
and the UI hierarchy (e.g., Caus+Shot+XML). This layered design measures the added effect of
screenshots when screen information is already present and of UI hierarchies when both screen
information and screenshots are present.

3.2.4 Code Localization. Localization adds the files and methods modified by the developer patch
to Reference (Section 3.1.1). These elements represent the code affected by the bug. Prior work
found code localization particularly useful for coding agents when repairing library/framework
bugs [11, 27]. We include this configuration to measure the effect of code-level localization infor-
mation on agentic UI-centric bug repair.

3.3 Coding Agents and Execution Setup
3.3.1 Coding Agents. Weevaluate Codex [42] (v. 0.138.0), Claude [5] (v. 2.1.181), and Qwen [44]
(v. 0.24.2). Each is a command-line coding agent that can inspect a repository, execute commands,
modify files, and validate changes. Codex uses GPT-5.6-Sol, Claude uses Opus 5, and Qwen
uses Qwen3.6-35B-A3B. This selection provides state-of-the-art agents from different providers
and includes both proprietary and open-weight models.

We used each agent’s default tools and settings except for permission handling. We configured
all agents to operate autonomously without requesting approval: Codex with full access and no
approvals, Claude in bypass-permissions mode, and Qwen in YOLO mode.

3.3.2 Prompt. We used the same prompt template for all agents and configurations. The template
assigns the agent the role of an experienced software engineer fixing an Android bug, presents
the bug report, and instructs it to understand the bug, locate the relevant code, and produce a
patch that builds, fixes the reported behavior, and preserves existing functionality. The prompt also
provides a command for building the apps: ./gradlew clean assembleDebug. The full template
is available in our replication package [3].

The bug report is the only part of the prompt that varies across configurations. When included,
GUI and code localization information appears in a separate Location section. For configurations
with separate artifacts, such as screenshots or UI hierarchies, the report provides their file paths.
These artifacts are placed in the app’s project directory, which contains the buggy version of the
app and only the artifacts available for that configuration. The agents have access to this project
directory but not to the benchmark tests used for evaluation.

3.3.3 Execution Environment. Before the experiments, we verified that every bug could be repro-
duced on the emulator using its reproduction test. Each repair attempt then ran in a fresh copy
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of the buggy project, so no attempt could observe changes from another run. Agents could read
and modify files, execute shell commands, build the app, and interact with the emulator, including
installing and exercising the app. We disabled network access to prevent retrieval of the developer
fix from external sources such as the issue tracker or commit history. We imposed no step, turn, or
time limit, so each agent ran until it considered the task complete.

3.3.4 Repair Attempts. A repair attempt is one independent agent session for one bug under one
report configuration. The agent receives one opportunity to solve the bug within that session and
receives no feedback from our evaluation. To account for LLM non-determinism, we repeated
every configuration and agent combination three times. The study therefore contains 7,650 repair
attempts: 50 bugs × 17 configurations × 3 agents × 3 runs.

3.4 Evaluation Metric
We evaluate each attempt using the plausible patch metric commonly used in APR studies [29, 61].
A patch is plausible if the modified app builds successfully and passes the tests for the bug.

After each attempt, we extract the agent’s patch by comparing its modified project/repository
with a clean copy of the buggy version. We remove any test files created by the agent so that agent-
written tests do not affect evaluation. We then apply the remaining patch to a clean copy of the
buggy version of the project, build the app, and run both GUI-level tests described in Section 3.1.1.
The resulting binary outcome is the dependent variable in the statistical analysis (see Section 3.5).

3.5 Statistical Analysis
To answer RQ1, we use mixed-effects logistic regression, with patch plausibility as the dependent
variable. We include random intercepts for bugs and apps to account for repeated attempts on
the same bugs and for bugs from the same app. We report effects as odds ratios (ORs) with 95%
confidence intervals.
We fit two complementary models. The feature model estimates the effect of individual infor-

mation components contained in a report. It estimates how each component changes the odds
of producing a plausible patch relative to bug reports with no such component. We use binary
predictors that indicate whether the report includes the OB, EB, S2Rs, causing screen information,
manifesting screen information, screenshots, UI hierarchies, and code localization data. We fit
this model on Reference and its 14 controlled variants, excluding Original and Structured
because they differ from Reference in information not represented by these predictors. Because
screenshots are always added on top of screen information, and UI hierarchies on top of screenshots,
their effects represent the added value of these forms of information. We also test EB × S2Rs and
causing-screen × manifesting-screen interactions.
The configuration model treats the 17 report configurations as a categorical predictor, with

Reference as the baseline. It estimates how each complete report configuration changes the odds
of producing a plausible patch relative to Reference.

We fit both models separately for each agent and jointly across all agents. The combined models
account for differences among agents and test whether report configuration effects differ across
them. We fit the models with R’s package lme4 [7], report Wald 95% confidence intervals, and adjust
𝑝-values for multiple comparisons using the Holm method [20]. We consider adjusted 𝑝 < 0.05
statistically significant.
Consistency of the Outcomes. As the agents are nondeterministic, we also examine how

consistent the outcomes are across runs, agents, configurations, and bugs of different complexity,
by inspecting the outcome of every attempt. To examine the role of bug complexity, we group the
bugs into three tiers by the hunk divergence of the developer fix [41] (i.e., how much scattered are
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blocks of changed coded), computed without the hunks unrelated to the fix, which combines the
lexical, syntactic, and file distance between its hunks, using Fisher–Jenks natural breaks [19]: 19
easy, 24 medium, and 7 hard bugs.

3.6 Trajectory Analysis
To answer RQ2, we parse and analyze the trajectories of all 7,650 repair attempts. A trajectory
records the actions performed by an agent during a repair session and their outputs. Because the
three agents use different logging formats and tools, we implemented one parser per agent to
extract actions into a common representation, including the invoked tool, its arguments and output,
and whether it returned an error. We split chained commands, remove polling actions, and classify
the remaining actions into categories such as search, read, edit, build, test, diff, and setup using
rules based on tool names and commands. The parsers and complete classification rules, based on
text matching, are available in our replication package [3].

From each trajectory, we compute metrics that represent agent effort in repairing a bug, including
the number of tool actions, token usage, cost, and the duration of a repair attempt.

Finally, we analyze unsuccessful repair attempts in two stages. First, we label each failed attempt
with where it failed, using the first rule that applies: the run is incomplete (i.e., the log has no final
record of a finished run); the patch is empty; the patch changes no app code (e.g., only tests or build
files); the patch edits only files that the developers did not change; it edits a file changed by the
developers, but not a method they changed; or it edits a method changed by the developers. We
classify test failures separately from the validation logs.

Second, to understand why the agents fail, we analyze a sample of 338 of the 2,486 failed attempts
(95% confidence level, 5% margin of error), stratified by agent, run, and configuration. LLMs can
replace human annotators for some software engineering tasks, especially when the models agree
with each other [4]. We therefore use Codex, Claude, and Qwen as committee of “judges" to
independently inspect each sampled attempt and explain the failure using evidence from the report,
trajectory, patch, validation log, reproduction test, and developer patch. The judges code each
attempt twice. First, each judge describes the root cause in its own words. From these descriptions,
an agent (i.e., Claude) drafts a codebook, which an author reviews and refines into 12 categories
grouped into four themes. Second, each judge labels each attempt with one category of the codebook.
We assign the label chosen by at least two judges, and we measure the judges’ agreement with the
share of attempts with a majority label, pairwise Cohen’s 𝜅 [14], and Krippendorff’s 𝛼 [28].
Use of AI assistance. Separately from our experiments, we used Claude to help write the

scripts for data extraction, statistical analysis, figures, and patch generation and validation.

4 Results
4.1 RQ1: Effect of Bug Report Components on Repair Success
Table 1 reports the estimated effect of each report component relative to reports without that com-
ponent (e.g., S2Rs vs no S2Rs), while Table 2 reports the effect of each complete report configuration
relative to Reference. We interpret each odds ratio (OR) as an effect-size estimate: an OR of 1
indicates no difference in the odds of a plausible patch, an OR above 1 indicates higher odds, and an
OR below 1 indicates lower odds. We report each OR with its 95% confidence interval. An interval
that includes 1 indicates that the direction or magnitude of the effect is uncertain, rather than that
the component has no effect.
Traditional report components. The S2Rs have the strongest and most consistent positive

effect, according to Table 1. Their estimated OR is above one for all three agents, and the combined
estimate is 1.63. This is consistent with the results in Table 2. Compared to Reference, removing
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Table 1. Feature model: odds ratio (OR) of each piece of report information, with 95% confidence interval and

Holm-adjusted 𝑝-value, per agent and for all agents, estimated on Reference and its variants. The last two

rows test whether two pieces of information interact (likelihood-ratio test). Bold: 𝑝 < 0.05.
Codex Claude Qwen All agents

OR 95% CI 𝑝 OR 95% CI 𝑝 OR 95% CI 𝑝 OR 95% CI 𝑝

OB 3.38 [1.48, 7.70] 0.030 1.62 [0.58, 4.53] 1.000 0.84 [0.51, 1.37] 1.000 1.27 [0.85, 1.88] 0.968
EB 0.67 [0.34, 1.29] 0.965 0.99 [0.45, 2.19] 1.000 0.99 [0.67, 1.45] 1.000 0.91 [0.67, 1.24] 1.000
S2Rs 2.44 [1.26, 4.73] 0.056 2.11 [0.96, 4.65] 0.438 1.36 [0.92, 2.00] 0.954 1.63 [1.20, 2.22] 0.013
Causing screen 0.94 [0.59, 1.49] 1.000 0.66 [0.38, 1.15] 0.732 1.03 [0.78, 1.35] 1.000 0.94 [0.76, 1.17] 1.000
Manifesting screen 0.61 [0.38, 0.98] 0.245 0.62 [0.36, 1.09] 0.574 0.97 [0.74, 1.27] 1.000 0.82 [0.66, 1.02] 0.430
Screenshot 0.77 [0.45, 1.32] 1.000 1.00 [0.52, 1.89] 1.000 1.12 [0.81, 1.54] 1.000 1.01 [0.78, 1.31] 1.000
UI hierarchy (XML) 1.46 [0.83, 2.58] 0.965 1.20 [0.61, 2.36] 1.000 1.30 [0.93, 1.82] 0.954 1.32 [1.01, 1.73] 0.284
Code localization 1.01 [0.42, 2.41] 1.000 4.22 [1.19, 14.88] 0.202 1.25 [0.76, 2.05] 1.000 1.35 [0.90, 2.01] 0.719

Interactions
EB × S2Rs 0.92 [0.25, 3.49] 1.000 0.71 [0.14, 3.50] 1.000 1.72 [0.79, 3.78] 0.177 1.32 [0.71, 2.44] 0.379
Causing × manifesting 1.38 [0.51, 3.72] 1.000 1.03 [0.31, 3.40] 1.000 0.48 [0.27, 0.85] 0.026 0.67 [0.42, 1.06] 0.176

Table 2. Configuration model: plausible-patch rate of each configuration and its odds ratio (OR) against

Reference, with 95% confidence interval and Holm-adjusted 𝑝-value, per agent and for all agents. Bold:

𝑝 < 0.05. Rate: percentage of plausible patches among all attempts of the configuration (all runs). Attempts:

Codex 2,550, Claude 2,550, Qwen 2,550.

Codex Claude Qwen All agents

Rate OR 95% CI 𝑝 Rate OR 95% CI 𝑝 Rate OR 95% CI 𝑝 Rate OR 95% CI 𝑝

Baselines
Reference (baseline) 77 1.00 – – 89 1.00 – – 35 1.00 – – 67 1.00 – –
Original 83 4.46 [1.50, 13.30] 0.117 90 1.62 [0.42, 6.32] 1.000 49 2.37 [1.33, 4.20] 0.053 74 2.46 [1.55, 3.92] 0.002
Structured 75 0.67 [0.25, 1.84] 1.000 87 0.55 [0.16, 1.90] 1.000 38 1.19 [0.67, 2.13] 1.000 66 0.95 [0.60, 1.49] 1.000

Component omission
No-OB 69 0.26 [0.10, 0.70] 0.117 87 0.66 [0.19, 2.34] 1.000 41 1.48 [0.83, 2.64] 1.000 66 0.90 [0.57, 1.41] 1.000
No-EB 78 1.32 [0.47, 3.68] 1.000 89 1.26 [0.33, 4.80] 1.000 37 1.09 [0.61, 1.95] 1.000 68 1.15 [0.73, 1.81] 1.000
No-S2R 71 0.37 [0.14, 0.99] 0.609 87 0.55 [0.16, 1.90] 1.000 32 0.80 [0.44, 1.43] 1.000 63 0.65 [0.41, 1.02] 0.920
Title+OB 73 0.53 [0.19, 1.42] 1.000 86 0.46 [0.14, 1.57] 1.000 37 1.09 [0.61, 1.95] 1.000 65 0.83 [0.52, 1.30] 1.000

GUI augmentation
Caus 75 0.77 [0.28, 2.10] 1.000 89 1.00 [0.27, 3.71] 1.000 41 1.48 [0.83, 2.64] 1.000 68 1.21 [0.77, 1.92] 1.000
Caus+Shot 74 0.60 [0.22, 1.62] 1.000 86 0.46 [0.14, 1.57] 1.000 43 1.62 [0.91, 2.87] 1.000 68 1.09 [0.69, 1.72] 1.000
Caus+Shot+XML 76 0.87 [0.32, 2.41] 1.000 89 1.00 [0.27, 3.70] 1.000 46 2.00 [1.13, 3.55] 0.273 70 1.51 [0.96, 2.40] 0.994
Man 73 0.47 [0.17, 1.26] 1.000 87 0.66 [0.19, 2.34] 1.000 42 1.55 [0.87, 2.75] 1.000 67 1.06 [0.67, 1.67] 1.000
Man+Shot 73 0.53 [0.19, 1.42] 1.000 91 2.11 [0.53, 8.48] 1.000 43 1.62 [0.91, 2.87] 1.000 69 1.28 [0.81, 2.03] 1.000
Man+Shot+XML 73 0.47 [0.17, 1.26] 1.000 85 0.34 [0.10, 1.12] 1.000 43 1.62 [0.91, 2.87] 1.000 67 0.97 [0.62, 1.54] 1.000
Caus+Man 73 0.53 [0.19, 1.42] 1.000 85 0.34 [0.10, 1.12] 1.000 38 1.19 [0.67, 2.13] 1.000 65 0.83 [0.52, 1.30] 1.000
Caus+Man+Shot 71 0.33 [0.12, 0.88] 0.367 84 0.29 [0.09, 0.96] 0.630 35 1.00 [0.56, 1.79] 1.000 63 0.65 [0.41, 1.02] 0.920
Caus+Man+Shot+XML 75 0.77 [0.28, 2.10] 1.000 89 1.26 [0.33, 4.80] 1.000 44 1.76 [0.99, 3.12] 0.756 70 1.39 [0.88, 2.20] 1.000

Code localization
Localization 76 0.87 [0.32, 2.41] 1.000 93 5.16 [1.18, 22.53] 0.464 42 1.55 [0.87, 2.75] 1.000 70 1.51 [0.96, 2.40] 0.994

the S2Rs (No-S2R) reduces the plausible patch rate from 77% to 71% for Codex, from 89% to 87%
for Claude, and from 35% to 32% for Qwen. The OB also matters, particularly for Codex
and Claude. For Codex, its estimated OR is 3.38, and removing it reduces Codex’s plausible-
patch rate from 77% to 69%. In contrast, the EB has little effect: its estimated ORs are close to or
below one for all three agents, and removing it does not reduce success.
Finding - These results indicate that agents benefit more from information that describes the

failure and how to trigger it than from the expected behavior. This differs from prior studies of
library/framework bugs: Khatib et al. found that natural-language S2Rs contribute little to repair
success on SWE-bench issues [11, 27], while Bruno et al. found that the EB is associated with higher
success [11]. A likely explanation is that UI bugs are triggered by sequences of GUI interactions that
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are not always easy to infer from the code, making the S2Rs particularly useful to the agent. Concrete
cases support this interpretation. For example, for bug #8 in the TrickyTripper app, removing the
S2Rs leaves Codex with only a brief description of the “Create Payment” action. Codex then
edits an unrelated file rather than addressing the bug. For bug #171 in the Harmonic app, removing
the OB eliminates the information that the URL in the “Select Text” dialog is truncated. Codex
still reaches the method changed by the developers, but still fails to address the reported behavior.
These examples suggest that S2Rs help the agent reconstruct the triggering interaction, while the
OB helps it understand what goes wrong.
Original versus structured reports. The original user reports outperform the structured

reports. Across agents, Original increases the estimated odds of a plausible patch by a factor of
2.46, whereas Structured is close to Reference (OR 0.95). This is notable because the original
reports are shorter (median 101 versus 169 words) and several omit the EB or S2Rs. The structured
reports were created using the quality model of Saha et al. [47], which defines the report components
we study. Some original reports also contain additional details that are not consistently present
across bugs and are therefore not part of the structured format, such as exact values, example
inputs, or suggested fixes. Finding - the information useful to an agent may extend beyond the
conventional report components captured by the structured format.

GUI information and code localization. GUI information has mixed effects (Table 1). Screen
descriptions and screenshots have estimates close to one overall, whereas UI hierarchies have the
largest positive estimated effect among the GUI components (OR 1.32). The effect is most apparent
for Qwen (Table 2): adding the UI hierarchy in Caus+Shot+XML increases its plausible-patch
rate from 35% with Reference to 46% (OR 2.00). A possible explanation is that UI hierarchies
expose resource IDs and component text that agents can search for directly in the source code. In
contrast, some configurations containing screen descriptions or screenshots have negative estimated
effects for Codex and Claude. One possible explanation is that screen descriptions often
duplicate information already conveyed by the S2Rs, while some manifesting screens are system
dialogs or other UI elements with no direct counterpart in the app code.
Code localization shows the largest positive estimate for Claude (OR 5.16), with a positive

but less certain estimate for Qwen (OR 1.55) and an estimate near one for Codex (OR 0.87).
Thus, direct code-level information can substantially change repair success for some agents, but its
effect is not uniform. We examine in Section 4.2 whether its stronger effect is related to changes in
the agents’ localization behavior and repair effort.

Consistency of the outcomes. Across runs, Codex and Claude are consistent: their three
runs give the same result for 86% and 91% of the bug–configuration pairs, compared with only
56% for Qwen, which explains why many estimates of Qwen are uncertain (our replication
package includes a consistency heatmap [3]). Across configurations, many bugs are fixed within
all three attempts or some are not fixed in none. Codex fixes 20 bugs in all of its attempts and
5 in none, and Claude fixes 24 in all attempts and 2 in none. Roughly 50% of the bugs were fixed
by Codex and Claude in all three attemps. This is one reason why the effects of the report
are moderate when averaged over all bugs. Across agents, the bugs that the agents fix are nested:

Claude fixes every bug that Codex fixes, and both fix every bug that Qwen fixes (in at least
half of the attempts). Finding - the agents thus agree on which bugs are hard, even though they
benefit from different information. Across complexity levels, hard bugs are fixed least often by all
agents: Codex, Claude, and Qwen produce a plausible patch in 52%, 76%, and 15% of their
attempts on hard bugs, compared with 67–87%, 89–90%, and 41–47% on easy and medium bugs.
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Fig. 3. Behavior of the agents. (a) Median cost per attempt with Reference and code localization (grey band:

range of the other configurations) and per bug complexity (E, M, H: easy, medium, hard). (b) Median effort

with code localization ( Claude) and without the S2Rs ( Qwen), relative to Reference. (c) Mean number

of actions before the agent first reads a file changed by the developers, and share of attempts that edit such a

file. (d) Plausible-patch rate of the attempts that edit a file changed by the developers and of those that edit

other files, and share of attempts that build the app and that write a new test.

Summary of Findings for RQ1

• Bug report information matters, but different agents benefit from different information.
• S2Rs help all agents repair UI bugs, the OB mainly helps Codex, and the EB adds little.
• Original user reports lead to better results than the structured reports, indicating that useful information
extends beyond conventional report components.

• Among GUI information, UI hierarchies are the most promising, while screen descriptions and screen-
shots have limited or negative effects for some agents.

• Code localization substantially helps Claude, but its benefit does not extend to other agents.
• Agents largely agree on which bugs are difficult, but their run-to-run consistency differs substantially:

Codex and Claude are relatively stable, whereas Qwen is much more variable.

4.2 RQ2: How Report Content Shapes Agent Behavior and Effort
To understand how the report information affects repair success, we analyzed the agents’ trajectories.
Figure 3 shows how the report changes the effort of the agents, how they find the code to fix, and
which of their behaviors are associated with success, and Figure 4 shows where and why their failed
attempts fail. The behavior of each agent with every configuration is available in our replication
package [3]. We measure the effort of an attempt by its tool actions, duration, tokens, and cost, and
how well the agent finds the code to fix by the number of actions before it first reads a file changed
by the developers and by whether its patch edits such a file.
Effort and cost. Better information makes the agents cheaper, even when it does not make

them more successful. Code localization has the largest effect: it reduces the median cost of an
attempt from $0.47 to $0.32 for Codex and from $0.73 to $0.42 for Claude (Figure 3(a)), and
Claude uses a third of the tokens (0.22 vs. 0.65 million). Both agents also need fewer actions

(e.g., 15 vs. 22.5 for Claude) and less time (e.g., 2.5 vs. 3.2 minutes for Claude, Figure 3(b)).
GUI information also makes Claude cheaper: four GUI configurations reduce its median cost
to between $0.58 and $0.65 (Figure 3(a)). Missing information has the opposite effect on Qwen:
without the S2Rs, it takes more actions (40.5 vs. 34) and more actions to reach the code to fix (7.2

Proc. ACM Softw. Eng., Vol. 1, No. FSE, Article 1. Publication date: July 2027.



1:14 Antu Saha, Sparsh Pandey, Andrian Marcus, Kevin Moran, and Oscar Chaparro

vs. 6.0, Figure 3(b)). In contrast, Codex is the least sensitive to the report, with almost the same
cost for all configurations except code localization (Figure 3(a)). The complexity of the bug matters
more than the report for Claude: its median cost is $1.71 for hard bugs, compared with $0.65
for easy bugs and $0.55 for medium bugs (Figure 3(a)). A possible explanation is that Claude
keeps exploring and validating when the fix spans several changes, whereas Codex and Qwen
spend about the same effort regardless of the bug.

Finding the code to fix.With code localization, the agents reach a file changed by the developers
almost immediately (1.5 actions or fewer, vs. 4.7 to 6.0 with Reference) and edit it in almost every
attempt (99% and 100% for Codex and Claude, and 89% vs. 63% for Qwen, Figure 3(c)). The
UI hierarchy helps Qwen in a similar way: with Caus+Shot+XML and Caus+Man+Shot+XML,
it edits a file changed by the developers in 78% and 81% of its attempts, compared with 63% with
Reference (Figure 3(c)), although it does not reach this file faster. These results suggest that

Qwen uses the resource IDs and texts of the UI hierarchy to search the code, which is consistent
with the UI hierarchy being the GUI information that helps it the most in RQ1.

Behaviors associated with success. Editing a file changed by the developers is the behavior
most strongly associated with a plausible patch (Figure 3(d)): Codex fixes 78% of the attempts in
which it edits such a file, compared with 54% of the others, and Qwen 51% vs. 16%. A successful
build is also associated with success (OR 1.86 across agents, see our replication package [3]). Editing
the right file is not always necessary, though: Claude still fixes 76% of the attempts in which it
edits other files, which suggests that the stronger agents find alternative fixes more often. Building
the app is a problem mainly for Qwen, which succeeds in building it in only 43% of its attempts
(Figure 3(d)). Surprisingly, attempts in which the agent’s last test run passes are less likely to succeed
(OR 0.47 [3]). The agents rarely test the reported UI scenario: Codex writes a new test in 18%
of its attempts, Claude in 5%, and Qwen almost never (Figure 3(d)). A likely explanation is
that the agents run the existing tests or build checks, which pass even when the bug is not fixed
and may lead them to stop too early.

Whether the agent edits the right file also explains some of the effects in RQ1. When we add this
behavior as a predictor to the configuration model (results in our replication package [3]), the OR of
code localization across agents drops from 1.51 to 0.68, and that of Caus+Shot+XML from 1.51 to
1.18. Thus, these configurations help mainly by leading the agent to the right code. For the S2Rs, the
opposite happens: the effect of removing them becomes stronger (from 0.65 to 0.55), which suggests
that the S2Rs help beyond finding the code, by describing the scenario that the fix has to handle.
Concrete cases support this interpretation. For bug #1146 in the GPSTest app, the filter text

should disappear when the user stops GNSS. With code localization, Claude went directly to
the method to change and used half as many actions as with Reference (11 vs. 22), but in all three
runs it hid the text based on a flag of the screen that does not reflect that GNSS was stopped, and it
failed. With Reference, Claude explored the app further and fixed the bug in two of its three
runs. Code localization tells the agent where to fix the bug, but not how.
Where the agents fail.Most failed attempts change the right code, but the fix is wrong. 48%

of them edit a method changed by the developers, and another 17% edit a file changed by the
developers, but only 21% edit a different file (see Figure 4(a)). In most of them, the patched app
runs but does not behave as expected: 78% of the failed tests end with a failed assertion. Qwen is
the exception, as 22% of its failed attempts produce no patch or no change to the app code, mostly
because it stops before producing a patch. Thus, for the stronger agents, finding the code to fix is
usually not the problem; writing a fix that produces the expected behavior is.
Why the agent fail. Figure 4(b) reports the root causes of a sample of 338 failed attempts, as

labeled by the committee of judges. At least two judges agree on the label of 91% of the attempts,
and their agreement is moderate overall (Krippendorff’s 𝛼 = 0.58, pairwise Cohen’s 𝜅 from 0.49 to
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Fix has no effect at runtime 0.56
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Fix broke something else 0.10
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Fig. 4. Failed attempts of the agents. (a) Code edited by the failed attempts relative to the developers’ fix, and

share of the failed tests that end with a failed assertion. (b) Root causes of the 308 sampled failed attempts

whose label is chosen by at least two of the three judges, grouped into four themes, with the agreement of

the judges per category (Krippendorff’s 𝛼). (c) Agreement of the judges on all 338 sampled failed attempts.

0.70, Figure 4(c)), ranging from substantial for clearly observable causes (e.g., 𝛼 = 0.95 for code that
does not compile) to low for subtle ones (e.g., 𝛼 = 0.26 for hiding the symptom instead of the cause).
The committee confirms the trajectory analysis: most failures happen when fixing the bug (45% of
the labels), for instance because the fix logic is wrong or the change is never shown to the user,
whereas fewer happen when finding it (27%).

The root causes also differ across agents. Apart from tests that fail for unrelated reasons, Codex
fails mostly because of wrong fix logic or because it edits the wrong code, and Qwen often fails
before fixing the bug at all: 38 of its failed attempts produce no code change or do not compile.

Claude, in contrast, fails mostly because its patch does not produce the exact expected behavior:
it shows the wrong output format (e.g., a message instead of a system notification) or misunderstands
the expected behavior in 28 of its 70 labeled attempts (Figure 4(b)). These results suggest that, for
the strongest agent, the main limitation is how precisely the report specifies the expected outcome
on the screen. This does not contradict the small effect of the EB in RQ1. Our EBs describe the
intended behavior in one general sentence, and only 4 of the 50 state an exact message or value.
For example, the EB of bug #2587 says that the app should warn the user that the address is invalid,
but not whether the warning is a dialog, a toast, or a message on the screen. Such an EB tells the
agent what should change but not how the result should appear, so removing it costs little. The
original reports, which sometimes contain such concrete details, lead to the most fixes. Finally, for
16% of the failures, the judges could not attribute the failure to the patch, because the reproduction
test stopped before reaching the patched behavior (e.g., it could not find a UI element).

Summary of Findings for RQ2

• Better information makes the agents cheaper: code localization reduces the med. cost of Codex and
Claude by about a third and almost half (respectively), and GUI info. also makes Claude cheaper.

• Code localization and the UI hierarchy help agents find the code; the S2Rs help beyond that.
• Editing the right file and building the app are associated with success, but the agents rarely test the
reported scenario, and passing their own tests can be misleading.

• Most failed attempts change the right code with a wrong fix; Qwen often stops without a patch.

5 Implications
Our findings have implications for bug reporters and reporting tools, for the developers of coding
agents, and for researchers who study how agents use mobile app bug reports.
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Reports should describe how to trigger the bug and what goes wrong. The S2Rs increased
the odds of success for all three agents (OR 1.63), and the OB did so especially for Codex (OR
3.38, Table 1). The S2Rs also helped beyond leading the agent to the code to fix (Section 4.2). These
are the components that end users often omit or write incompletely [12, 68]. Techniques that guide
users while they report the steps and the observed behavior [51, 52] or that check whether the
S2Rs are complete [12, 35] are thus as useful for agents as for developers. Such techniques could
check a report before it is assigned to an agent.
EB should state what the user should see.While the EB added little (Table 1), 28 of the 70

labeled failures of Claude produced a different outcome than expected: the patch showed the
wrong output (e.g., a message instead of a system notification) or misunderstood the expected
behavior (Figure 4(b)). As discussed in Section 4.2, our EBs tell the agent what should change, but
not how the result should appear on the screen: only 4 of the 50 state an exact message or value.
Even our two researchers agreed least on the EB (65.8%, Section 3.1.4). Report templates should
therefore ask for the observable outcome, such as the exact message and the component that shows
it. When the outcome is underspecified, agents could ask the reporter instead of guessing [39, 56].
Whether a more precise EB increases success is an open question for future work.

Report improvement techniques should add structure without removing details. The
original reports outperformed the structured ones (OR 2.46 vs. 0.95, Table 2), although they are
shorter and several lack the EB or S2Rs. Some of them contain exact values, example inputs, or sug-
gested fixes that our structured format did not keep. Techniques that enhance bug reports [47] should
therefore keep the reporter’s original text next to the structured components rather than replace it.

GUI information is most useful as a UI hierarchy. Among the GUI information, only the UI
hierarchy had a clear positive estimate (OR 1.32, Table 1). With Caus+Shot+XML, the plausible-
patch rate of Qwen rose from 35% to 46%, and it edited a file changed by the developers in 78%
of its attempts instead of 63% (Figure 3(c)). Screen descriptions and screenshots had estimates close
to one, and negative ones for some configurations of Codex and Claude. The UI hierarchy
is useful because its resource IDs and texts also appear in the code. Reporting tools that already
capture GUI data [38, 52] could attach the hierarchies of the causing and manifesting screens at little
cost, and compact representations of the hierarchy can reduce the tokens it costs the agent [45].
When only a screenshot is available, techniques that map GUI information to the code [33] could
give agents the same benefit.

Agents need to check the reported behavior on the running app.Most failed attempts edited
the right code: 48% edited a method changed by the developers, and 78% of the failed tests ended
with a failed assertion (Figure 4(a)). At the same time, the agents rarely tested the reported scenario
( Codex wrote a new test in 18% of its attempts, Claude in 5%), and attempts whose last test run
passed were less likely to succeed (OR 0.47). The agents seem to rely on the build and the existing
tests, which say little about the UI behavior. This is similar to the overfitting problem in program
repair, where passing the available tests does not mean the bug is fixed [49]. Agent harnesses for
mobile apps should let the agent run the app, replay the S2Rs before and after the change, and
check the result on the screen. Techniques that reproduce Android bug reports [18, 57, 67] or let
LLMs explore an app’s UI [46] could serve as such tools, and a reproduction test generated from
the report could tell the agent when to stop [26], as shown for SWE-bench issues [40].
Code localization is worth providing even when it does not increase success. Code

localization reduced the median cost of an attempt by 32% for Codex and 42% for Claude, and
the agents reached a file changed by the developers within 1.5 actions (Figure 3(a, c)). However, it
increased success clearly only for Claude (Table 2), mainly by leading the agent to the right code
(OR from 1.51 to 0.68). As bug #1146 shows, it tells the agent where to fix the bug, but not how. This
is in line with results on SWE-bench, where agents edit the location changed by the developers
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more often than they resolve the issue [60]. When developers or a localization technique [25, 33, 66]
can point to the code, adding it to the report is thus a cheap way to reduce the cost of an attempt,
and studies of localization for agents should report this saving in addition to the success rate.

6 Threats to Validity
Construct Validity. We measure repair success using plausible patches, a standard metric in
automated program repair, which requires a patch to build and pass the available tests but does
not guarantee semantic correctness [29, 34, 55]. We evaluate every configuration with the same
two benchmark tests, one for the reported bug and one for related functionality (Section 3.4). This
provides a consistent basis for comparison and can expose some regressions, but does not establish
correctness or eliminate test overfitting.

The structured reports and GUI information were manually constructed and may contain errors
or reflect our interpretation of the bugs.We followed the quality model of Saha et al. [47], reproduced
every bug on the emulator, and had a second researcher validate the artifacts (Section 3.1.4). The root
causes of the failures are labeled by LLM judges, which can be wrong, especially for subtle causes.
We report their agreement per category, since high agreement among models indicates the labels
that can be trusted [4]. Some trajectory metrics also rely on classification rules and approximations.
We applied the same rules to all agents and release the parsers (see the replication package [3]).

Internal Validity. LLM-based agents are non-deterministic, so a single run may not represent
typical behavior. We therefore ran each agent three times for every bug and configuration and
analyze run-to-run consistency in Section 4.1.
Because the apps and fixes are public, the models may have encountered their code or fixes

during training. This exposure is shared across configurations of the same bug and therefore does
not affect comparisons that change only the report. We also disabled network access from the
experimental environment, preventing direct retrieval of fixes from external repositories. This does
not rule out information available to the models or their providers outside our environment.

We use the same prompt template for all agents and configurations, varying only the report. Be-
cause the agents differ in models, tools, harnesses, and logging formats, we compare configurations
within each agent and explicitly test differences across agents (Section 3.5).

External Validity. Our study covers 50 real UI-centric bugs from 23 open-source Android
apps. Our findings may not generalize to other apps, or platforms. However, the dataset includes
multiple bug types and application domains, providing diversity within this scope. Results may also
not generalize to other coding agents or LLMs. We selected three agents from different providers,
including one based on an open-weight model, but agents and models evolve rapidly. Our replication
package enables the study to be repeated with newer agents.
Conclusion Validity.We perform multiple statistical comparisons and control false-positive

risk using the Holm correction within each family of comparisons. Some agent-specific estimates
are imprecise, as reflected in their wide confidence intervals, so we emphasize effect sizes and
intervals rather than statistical significance alone. Finally, analyses relating agent behavior to repair
success estimate associations rather than causal effects.

7 Related Work
7.1 Bug ReportQuality
Bug report quality has been widely studied from the perspective of human developers. Prior work
identifies the Steps to Reproduce (S2Rs), Observed Behavior (OB), and Expected Behavior (EB) as
important report components, but also finds that these components are often missing or poorly
written [8, 13, 68]. Subsequent work has developed techniques to detect missing information [9,
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13, 50], improve S2Rs [12, 35], and help users write better reports through auto-completion [38],
chatbots [6], and LLM-based report generation [47]. Rather than improving reports for human
developers, we study which report information helps AI coding agents repair UI-centric bugs.

7.2 Bug Reports Studies for Agentic Program Repair
LLM-based agents now resolve issues autonomously [10, 58, 64, 66], and even simpler pipelines
that localize the code before repairing it perform competitively [60]. Recent work has examined
how issue information affects coding agents in solving bugs on SWE-bench [22, 58, 64]. Meng
et al. [37] found that issue quality, particularly the presence of line-level locations, is associated
with successful resolution, while Aleithan et al. [63] found that about one third of resolved SWE-
bench issues contain the solution in the issue or its comments. Khatib et al. [27] analyzed 27
report features across 87 agents on SWE-bench Verified, and Bruno et al. [11] systematically
removed information from SWE-bench issues. Both found that agents benefit from operational
and code-level information, such as fix locations, suggested fixes, and reproduction scripts, while
natural-language S2Rs contribute little to repair success. Other studies examine report refinement
from agent trajectories [16], attention to report sections during repair [15], and semantic alignment
among reports, tests, and fixes [43].
Our results show that these findings do not fully transfer to UI-centric bugs. On our Android

bugs, S2Rs have a positive estimated effect across all three agents, while the EB adds little. Code
localization has a large positive effect for Claude, but not consistently across agents. This
difference may stem from the nature of UI bugs: their failures are experienced through GUI
interactions, and end-user reports describe what users see and do rather than where the fault
lies in the code. Thus, report information that helps agents repair developer-written library and
framework issues does not necessarily have the same value for UI bugs.

7.3 GUI Information and Program Repair of UI-centric Apps
Recent work uses visual information for automated issue resolution. SWE-bench Multimodal [64]
adds screenshots to issues for JavaScript libraries, while GUIRepair [21] and VisualRepair [62] use
multimodal models to reason about screenshots. MM-IssueLoc [65] studies how issue images affect
bug localization. Earlier, visual information was used to repair broken web tests [53]. These studies
focus on screenshots, specific tasks, or bugs for programs beyond UI-centric software.

Program repair for Android UI bugs is challenging. Mahmud et al.. [34] found that traditional/non-
agentic APR techniques fail on many UI-centric bugs, including bugs involving incorrect or nonexis-
tent component identifiers. Other techniques target specific UI bug classes, such as accessibility [36]
and compatibility [32]. To the best of our knowledge, our study is the first to examine how different
report information affects AI coding agents repairing UI-centric Android bugs.

8 Conclusions and Future Work
We studied 7,650 repair attempts by three APR agents on 50 real bugs, and found that bug report
information affects repair success, but its effects depended on both the information and the agent.
S2Rs had positive estimated effects across all three agents, the OB had a particularly strong effect for

Codex, and the EB provided little additional benefit. Original user reports led to more successful
repairs than the structured reports, while UI hierarchies were the most promising form of GUI
information. Code localization substantially increased the estimated odds of success for Claude,
but not consistently across agents. Report information also affected repair effort and behavior:
localization helped agents reach the relevant code faster and reduced the cost of Codex and

Claude. Finding the relevant code did not guarantee a successful repair, as many failed attempts
reached the relevant code but still produced incorrect behavior. These findings suggest that there is
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no single configuration of bug report information that benefits all coding agents. For UI-centric
bugs, traditional behavioral information remains useful, and GUI information can help, but its value
depends on how it is represented and on the agent.
Our results open several research directions. First, techniques could enrich user reports for

agents with the information that helps them most, namely the S2Rs, UI hierarchies, and a concrete
expected outcome. Second, agents could reproduce the bug on a device and ask the reporter for
missing information, instead of relying on a static report. Third, since hard bugs are fixed least
often and cost Claude the most, future techniques could estimate the complexity of a bug from
its report and adapt the support they provide, e.g., running fault localization [25] to reduce the cost
of the agent, or asking the reporter for more information on complex bugs. Finally, our study should
be extended to more agents, apps, and platforms, and to reports written by real users for agents.

Data Availability
For verifiability, reproducibility, and facilitating future research, we have made all the study artifacts
(e.g., dataset, report configurations, agent trajectories, generated patches, experiment infrastructure,
analysis scripts, and documentation) publicly available [3].
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